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ABSTRACT

1

The financial markets are moved by events such as the issuance of
administrative orders. The participants in financial markets (e.g.,
traders) thus pay constant attention to financial news relevant to
the financial asset (e.g., oil) of interest. Due to the large scale of
news stream, it is time and labor intensive to manually identify
influential events that can move the price of the financial asset,
pushing the financial participants to embrace automatic financial
event ranking, which has received relatively little scrutiny to date.
In this work, we formulate the financial event ranking task,
which aims to score financial news (document) according to its
influence to the given asset (query). To solve this task, we propose
a Hybrid News Ranking framework that, from the asset perspective,
evaluates the influence of news articles by comparing their contents;
and from the event perspective, accesses the influence over all query
assets. Moreover, we resolve the dilemma between the essential
requirement of sufficient labels for training the framework and the
unaffordable cost of hiring domain experts for labeling the news. In
particular, we design a cost-friendly system for news labeling that
leverages the knowledge within published financial analyst reports.
In this way, we construct three financial event ranking datasets.
Extensive experiments on the datasets validate the effectiveness
of the proposed framework and the rationality of solving financial
event ranking through learning to rank.

The efficient market theory [16] states that financial markets quickly
impound the publicly available information [3]. In other words, the
prices of financial assets such as stocks and commodities1 (see
Figure 1(a) for an example) are quickly moved by financial events
especially the unanticipated ones such as the outbreak of infectious disease [1], the declaration of electoral victory [45] and the
announcement of government intervention [48]. For instance, the
global stock markets lost about two trillion dollars in value within
the 24 hours after the declaration of Brexit results [38]. It is undoubtedly essential for financial participants such as traders and
analysts to quickly assess and react to financial events with potential to move the asset price. Consequently, identifying events
influential to the asset of interest has become a heavy workload that
burns tremendous time and energy of the financial participants due
to the large volume of news stream2 . Therefore, financial event3
ranking [5, 10] is an emergent requirement of great practical value.
However, it has received relatively little scrutiny to date.
In this work, we formulate financial event ranking as a learning
to rank task where the target asset is viewed as the query to retrieve
the candidate news published within a lag until the query date (see
Figure 1(b)). The key to solving this task lies in quantifying the
influence to the query asset according to the contents of the news.
Intuitively, several widely used information retrieval techniques
can be applied to achieve the target, such as document classification [39], document retrieval [25] and news recommendation [18].
For instance, the document retrieval models can learn the connection between the query and news contents from labeled query-news
pairs. The models can thus emphasize news mentioning “Brazil” for
the query of ferrous since Brazil is the largest exporter of iron ore
and frequently occurs in the influential news of ferrous. However,
the direct usage of existing methods is insufficient to solve the financial event ranking problem due to lacking consideration on the
properties of financial markets. For instance, due to the connection
between “Brazil” and ferrous, the existing method will recognize
“Brazil” as a feature of influential news. It will promotes the score of
news mentioning Brazil in queries other than ferrous such as gold
where Brazil is not a key stakeholder, leading to improper ranking
with false positive responses for the query of gold.
We argue that the key to bridging this gap lies in scrutinizing
the influence from the perspectives of both asset and news. This
is because a news can simultaneously influence various financial
assets due to their connections [17, 24]. Towards this end, we propose a Hybrid News Ranking (HNR) framework, which combines
the asset and news perspectives. In particular, an influence quantification module evaluates the influence of financial events from
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INTRODUCTION

1 Note

that the financial asset of a commodity is the corresponding future contract.

2 https://blog.gdeltproject.org/the-datasets-of-gdelt-as-of-february-2016/.
3 We

interchangeably use news and event which refer to the textual content of the
news article or the textual description of the event.
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Figure 1: Illustration of (a) the influence of financial events on the price movement of an example asset; and (b) the financial
event ranking task. The candlesticks and bars represent the daily price movement and trading volume, respectively. The blue
curve is the Dow Jones Industrial Average (DJI) index, which reflects the trend of US stock market. Better viewed in colors.
the asset perspective by comparing their contents. From the query
perspective, an influence allocation module accesses the influence
of a news across assets. The influence allocation module will align
the influence scores of a news on the homogeneous queries (e.g.,
ferrous and coal) and distance the influence scores on the heterogeneous queries (e.g., base metal and coal), which provides clues
for eliminating the false positive responses. To ingeniously use
such clues and combine the two perspectives, an influence mixer is
carefully devised to learn integration strategies.
Labeled data are indispensable for the training of HNR, which
largely rely on deep neural networks to encode the query and
news [25, 39]. However, it is extremely resource consuming to label
the influence of finance events due to the large number of candidates
and the reliance on experienced but expensive financial experts.
To resolve the dilemma, we build up a labeling system to identify
the positive news for each asset from the corresponding analyst
reports, which are published periodically (e.g., daily) and written
by domain experts. In particular, the system consists of: mention
extraction which extracts events mentioned in the analyst report
and mention-news matching which matches the extracted event
with news reporting the event. As both stages can be accomplished
under the assistance of automatic algorithms or common crowd
workers, we largely reduce the cost and construct three large-scale
datasets. Extensive experiments on the three datasets validate the
effectiveness of the proposed HNR and the rationality of solving
the financial event ranking via learning to rank. The datasets and
code are released at: https://github.com/fulifeng/Financial_Event_
Ranking.
The main contributions are summarized as follow:

• We conduct extensive experiments that validate the rationality
and effectiveness of our proposal.

2

PROBLEM FORMULATION

To achieve financial event ranking, the target is to learn a scoring
function ŷ = f (D, Q |Θ), which predicts the influence of a candidate
news D to a query Q. Θ denotes the parameters of the function
to be learned. D is a list of word IDs that encodes the contents of
the news. Q is also a list of word IDs that corresponds to the name
of the query asset, e.g., “base metal”4 . The financial event ranking
task is different from the conventional document retrieval [25] for
the following reasons: 1) Queries with the same content (e.g., “base
metal”) at different time-steps are viewed as different queries, but
belong to the same type. 2) The candidates to be ranked at different
time-steps do not overlap with each other. 3) Our problem has fixed
types of query instead of unlimited query according to content. We
denote the query types as a set Q where |Q| is the set size.
Training. The scoring function should identify the key patterns
of news contents that can distinguish influential news from the
common one in a query specific manner. A promising solution
to is to learn from labeled historical queries. We thus employ the
supervised learning paradigm to optimize the parameters of the
scoring function, which is formulated as:
Õ
Θ̂ = min
l (y, ŷ) + α ∥Θ∥.
(1)
Θ

(<Q, D >,y)∈ L

L denotes a set of labeled query-news pair where y = 1 for influential news and y = 0 for negative samples randomly selected from
the remaining candidates. l(·) is a loss function such as the binary
cross-entropy loss. α adjusts the strength of regularization.

• We formulate the problem of financial event ranking and propose
a Hybrid News Ranking framework.
• We build up a cost friendly system to label positive news and
construct three datasets for financial news ranking.

4 Technically,

base metal includes four commodities: lead, copper, nickel, and zinc. In
this work, we do not view a specific one of the four commodities as query since they
are typically discussed and analyzed as a group. Note that we can easily generalize to
specific commodity with its name as the query (e.g., “copper”).
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Figure 2: Illustration of the proposed HNR framework where queries in the same color (e.g., Q t1 and Q t2 ) are homogeneous ones,
and queries in different colors (e.g., Q t2 and Q t3 ) are heterogeneous ones.
Serving. As shown in Figure 1(b), the learned scoring function
can serve for each query Q t at any time-step t. We add the subscript
t to distinguish queries at different time-steps. Note that the query
types at different time-steps (e.g., Qt −1 and Qt ) are equal. Let Dt
denotes the candidate set at time-step t, which consists of news
published within a lag (e.g., [t −l, t]). Note that we remove duplicate
news reporting the same event through SimHash [44] to reduce
the size of the candidate set. Nevertheless, we still need to score
thousands of news to select the top-K most influential ones for each
query. Formally, the serving phase for query Q t is:


sort {ŷti = f (D ti , Q t | Θ̂)|D ti ∈ Dt } ,
(2)

Figure 3: Illustration of the influence quantification module.
After passing through the deep Transformer, each token obtains a
representation h which encodes the textual patterns. The representation of the [CLS] token h [C LS ] is passed through a fully connected
(FC) layer to estimate the probability that D ti is a positive news of
query Q t . Formally,


ȳti = fq [CLS, Q t , SEP, D ti ]|Θq .
(4)

where sort(·) denotes a function that sorts the candidate news in a
descending order. Moreover, considering that the query set is fixed,
the serving phase is indeed performing one ranking for each query
at the start of the time-step and serve all the coming queries.

3

METHODOLOGY

In this section, we introduce the proposed HNR framework. As
shown in Figure 2, it consists of three modules: influence quantification module (Section 3.1), influence allocation module (Section 3.2),
and influence mixer (Section 3.3).

3.1

We can rank the news for query Q t according to the prediction ȳti .

3.2

Influence Allocation Module

Financial researches [17, 24] have demonstrated the coupling effects
across different assets. As such, the influence of a financial event
on different assets is linked to each other rather than independent.
We thus further devise an influence allocation module to evaluate
the influence from the query perspective. Our main consideration
of the module is to account for the connections of the queries in
the evaluation of news influence. To achieve the target, the module
is expected to consider the whole query set Qt when evaluating
the influence of a news5 . We thus devise the influence allocation
module as a |Q|-way classification module, which is formulated as:

Influence Quantification Module

Our main consideration for devising the influence quantification
module is to meticulously assessing the influence of a news on
a given query according to their contents. To achieve the target,
the key lies in mining the connections between the query description and the news content, which is coherent with the target of
document retrieval [7, 25, 33]. As such, we devise the influence
quantification module as a document retrieval model where the input is a concatenation of the query and the candidate news [Q t , D ti ]
and the output is the influence prediction, i.e., the probability that
the D ti is an influential event of Q t . Formally,


ȳti = fq [Q t , D ti ]|Θq ,
(3)

ỹti = fn (D ti |Θn ),

(5)

where ỹti ∈ R | Q | denotes the influence predictions over the query
set. In this way, the news influence is evaluated by the comparison
across the queries. Again, inspired by the success of pre-trained
language models in text classification, we also devise the influence
allocation module based on Transformer. In particular, the input
is formatted as [CLS, D ti ], and the prediction is made through a FC
layer from the representation of the [CLS] token.
It should be noted that the FC layer is parameterized by a mapping matrix W ∈ R | Q |×H where H denotes the dimensionality of
the latent representation. In this way, there are separate parameters

where Θq denotes the model parameters to be learned. Inspired
by the huge success of pre-trained language model in document
retrieval [2, 9, 25, 31–33], we devise fq (·) based on a deep Transformer such as BERT [13, 26], XLNet [54] or RoBERTa [27], which
is pre-trained over a large-scale corpus in a self-supervised manner
to encode the co-occurrence of words.
In particular, we follow the next sentence prediction paradigm [33]
to format the query-news pair as [CLS, Q t , SEP, D ti ]. As shown in
Figure 3, the query and the candidate news are concatenated with
a [CLS] token at the beginning and a [SEP] token for separation.

5 Note
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for the influence evaluation of each query, i.e., each row of W corresponds to a query. Accordingly, queries with close parameters will
be allocated to similar influence scores and vise versa. Undoubtedly,
the parameters of homogeneous queries will be pushed to be close
to each other since the queries are influenced by similar news even
the same news sometimes. The heterogeneous queries will thus
obtain parameters with relatively large distance. In this way, the
influence allocation module is able to account for the homogeneous
and heterogeneous relations between queries (cf. Figure 5).
Both the influence quantification module and the influence allocation module have pros and cons. In the quantification module
(Equation 4), the same classification parameters are shared across
all queries, which faces the spurious correlation issue [46]. The
positive news of a query will be assigned an exaggerated score on
a heterogeneous query where the news is insufficient to influence.
The allocation module can break some spurious correlations across
queries owing to the query-specific parameters and the consideration of query relations. However, the allocation module ignores the
query contents and may suffer from information loss.

3.3

formulated as,
R ti =< F r , Cti >,

where F r ∈ R M × | Q | are the M filters and R ti ∈ R K ×M represents
the recognized signals.
• FC layer. The FC layer makes the final prediction to combine
the recognized signals, which is formulated as,
ŷti = flatten(R ti )W + b,

In Figure 2(c), we depict the process of the CNN influence mixer
with a simple example.
A key consideration for the training of the proposed HNR framework is the saving of memory and computation cost. Since both
the quantification module and the allocation module consists of
deep Transformer, learning the parameters of three modules in
an end-to-end manner will double the memory cost, which poses
higher requirements on the infrastructure and thus constrains the
practical usage of HNR. To reduce cost, a straightforward solution is
sharing the Transformer across the two modules. Its disadvantages
are twofold: 1) the training objective consists of three components,
leading to huge overhead for hyper-parameter tuning; and 2) the
two modules are coupled, making them hardly to recognize complementary signals. Another solution is to train the three modules
separately by optimizing Equation 1 over the labeled dataset L.
Below illustrates the training algorithm of HNR.

Influence Mixer

(6)

where ŷti ∈ R | Q | is the final prediction of news D ti over all the
queries; and ȳti ∈ R | Q | denotes the scores from the quantification
module where we gather the output of Equation 4 across all queries.
⊙ denotes the element-wise product and power (·) is a element-wise
power function. λ is a hyper-parameter to balance the contribution
of the two modules.
While the simple solution can achieve the target of combinining
the two perspectives, we consider that the mixer should account for
the inter-module connections and inter-query connections within
the scores. Inspired by the success of Convolutional Neural Network
(CNN) in recognizing local-region patterns, we further devise the
influence mixer module as a CNN, which is formulated as:
ŷti = CNN(ȳti , ỹti ).

Algorithm 1 Training of HNR.
Input: Training data L, types of query Q.
1: Train the influence quantification module over L;
2: Train the influence allocation module over L;
3: Collect the influence score from the two modules; ▷ Model inference
4: Train the influence mixer with the collected influence scores as features.

4

(7)

• Stack layer. The stack layer stacks the outputs of the two modules as a matrix Yti = [ȳti , ỹti ] ∈ R 2× | Q | , which can facilitate
observing the local-region patterns.
• Column convolution layer. The column convolution layer consists of 1D vertical filters to learn the rules for combining the
two predictions. Formally,
Fc

DATASETS

The key to building a HNR is the construction oof labeled datasets.
That is, from the historical candidate set Dt , labeling the positive
news for the queries Qt . The target is non-trivial to achieve because:
1) the large size of Dt ; and 2) the reliance on experienced analyst to
evaluate the influence. Obviously, it is critical to resolve the reliance
on domain expertise, which has indeed been encoded by the analyst
reports written by the experts. Typically, on each trading day, we
can find an analyst report for each query asset, which summarizes
the market status and discusses the influential events6 . As such,
we can identify positive news for a query by extracting the events
mentioned in the corresponding analyst report. In this way, we
construct three datasets that corresponds to the metal, agriculture,
and chemical markets. As shown in Table 1, there are three types
of queries in each dataset. These datasets have 340, 581, and 200
queries, respectively, which are reasonable size compared to the
widely used relevance judgement benchmark TREC7 .

In particular, the CNN consists of a stack layer, column convolution
layer, row convolution layer, and FC layer.

Cti =< F c , Yti >,

(10)

where W ∈ R (K ∗M )× | Q | and b ∈ R | Q | are parameters to be
learned. flatten(·) flatten a matrix as a vector.

A natural way to leverage the advantages of both modules is to
aggregate their ranking scores. Inspired by the RUBi function [4],
which is widely used for aggregating predictions, a straightforward
mixer is formulated as:
ŷti = ȳti ⊙ power (ỹti , λ),

(9)

(8)

R K ×2

where
∈
denotes the filters of the convolution layer
and Cti ∈ R K ×| Q | denotes the recognized signals. K is a hyperparameter to adjust the number of filters.
• Row convolution layer. Similarly, this layer consists of 1D
horizontal filters to recognize the inter-query patterns, which is

6 To

write the analyst reports, the domain experts manually identify influential news.
In other words, the target of HNR is to mimic the domain experts.
7 https://trec.nist.gov/data/reljudge_eng.html.
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Dataset #Queries
Metal

340

Agriculture
Chemical

581
200

Types of query
Base metal,
Ferrous, Coal
Soy oil, Cotton, Sugar
PTA, MEG, Rubber
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#Positive news #Candidates
per query
per query
4.89

2459.58

2.51
2.53

2390.89
2414.18

the number of 4.89, 2.51, and 2.55 positive events (cf. Table 1) for the
queries in the metal, agriculture, and chemical datasets, respectively.
Note that we do not directly merge the extracted mentions into
the corresponding candidate set for two reasons: 1) it will lead to
duplicate news, leading to biased evaluation; and 2) the mentions
are typically rephrased by the analyst with linguistic properties
different from common news articles. Due to such discrepancy, the
model trained on mentions will fail in practical usage where the
candidates are all common news articles.
Mention-news matching. We thus match the event mention
with its corresponding news, i.e., recognizing the news that reports
the same event as the mention within the candidate set. To control the cost and quality, we perform the matching in two steps: 1)
automatic matching, which evaluates the similarity between the
mention and each candidate news; and 2) manual checking where
crowd workers check the top-3 most similar news to identify the
positive one10 . Note that checking on whether two pieces of text
describe the same event can be done without domain expertise,
resolving the reliance on domain experts. As to the similarity evaluation algorithm, we leverage the public API provided by one of
the largest search engines for Chinese news11 .
In this way, we identify the positive news for more than 99.9% of
the extracted event mentions and discard the remaining cases. By
checking the contents of the identified positive news, we confirm
that these news cover a wide spectral of events affecting the supply
and demand of the commodities, such as geopolitical events, government policies, company announcements, and strike, indicating
the challenge of these datasets.

Table 1: Statists of the three constructed datasets.

Figure 4: Illustration of the news labeling procedure: a) extracting event mentions from the analyst reports; and b)
matching mention with candidate news.

4.1

Data Collection

Analyst reports. We select Hongyuan Futures Co., Ltd. as our
source8 to collect historical analyst reports since the reports are
published in plain text instead of PDF files. As the company focuses on commodities, we select three commodity markets: metal,
agriculture, and chemical, according to the popularity of reports,
i.e., the number of reads. For each market, the analyst report is
typically published on each trading day and is targeted at a group
of commodities, e.g., base metal (copper, aluminium, etc.) and ferrous (screw thread steel and iron ore). From each market, we select
three groups of commodity, leading to three types of query in each
dataset. The name of the commodity groups (e.g., “base metal”) are
the queries (i.e., Qt ) on each trading day t.
Candidate news. To match the language of the collected analyst
reports, we collect candidate news in Chinese from the largest portal
websites in China for both the financial news and commodity news9 .
We select the news posted within 48 hours before trading day t as
the candidate news of query Qt . We set 48 hours since the markets
can quickly react to the event [3], which means that “old” news
cannot influence the markets anymore. In the data collection period
from 2018-09 to 2020-06, the size of the candidate set is around 2,400
for each query. In other words, given a query, our task is to select
the top-K influential news from thousands of candidates.

4.2

5

EXPERIMENTS

We conduct experiments on the three constructed datasets to answer the following research questions: RQ1: To what extent the
learning to rank techniques solve the financial event ranking problem? RQ2: How effective is the proposed HNR as compared to
existing document retrieval methods? RQ3: What are the factors
that influence the effectiveness of the proposed HNR?

5.1

Experiment Settings

Evaluation protocols. We chronologically split each dataset into
training, validation, and testing with a ratio of 7:1:2. That is, the
most recent 20 percent queries are treated as testing cases. Following conventional document retrieval work [25], we adopt the
evaluation metrics of MAP, MRR (MRR1 and MRR3), and Recall
(Rec3, Rec5, and Rec10). We report the average performance over
testing queries where larger value indicates better performance.

Labelling Procedure

Compared methods. We compare the proposed HNR with advanced document retrieval methods, including:
• BM25 [42]: This method is still widely used for document retrieval. We use an open source implementation12 of the method.
• ColBERT [25]: It is a Transformer-based ranking method that
encodes the query and the document separately with the Transformer and scores query-document pair by the similarity (inner
product) of their representations.

Figure 4 illustrates the procedure to identify the positive news for
a query Qt from the corresponding analyst report, which consists
of two phases: mention extraction and mention-news matching.
Mention extraction. Analyst reports typically follow the same
template for mentioning financial events. As such, we define a set
of rules based on the section titles and HTML styles to extract event
mentions from the collected analyst reports. Averagely, we extract

10 The

8 http://www.hongyuanqh.com/hyqhnew/hyyj/index.jsp?1=1&threeMenuid=

manual checking ends at finding a positive news or the third round.

11 https://news.baidu.com/.

00020001001500020001.
9 Sina: https://finance.sina.com.cn/, Chinese Finance Online: http://www.jrj.com.cn/.

12 https://github.com/dorianbrown/rank_bm25.
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• Ret [33]: It is also a Transformer-based document retrieval
method which concatenates the query and the document as input
and uses a binary classification layer to calculate the matching
score. It is the same as the influence quantification module in the
proposed HNR.
• RetQE: It is an extension of Ret equipped with query expansion [43]. For a query Q t , it extracts candidate terms from the
positive news Q t −1 , and adds the top-tanked terms into the input
query according to their cosine similarity with the query. The
expanded query is then fed into Ret during both model training
and testing.
We also include two advanced document classification baselines:
• ClaM [47]: It fine-tunes the pre-trained Transformer with an
additional layer to classify the documents into different types
of queries. Documents are ranked by the probability over the
class corresponds to the type of the input query. It is same as the
influence allocation module in the proposed HNR.
• ClaS [47]: Similar to ClaM, this method has a classification layer
that predicts whether a document is positive or not. That is to say,
we fine-tune a pre-trained Transformer for each dataset, where
documents are ranked according to the probability given by the
Transformer.

MAP

ClaM
ClaS
BM25
ColBERT
Ret
RetQE
Upper_Bound

0.924
0.903
0.032
0.948
0.929
0.923
1.0

Method

MAP

ClaM
ClaS
BM25
ColBERT
Ret
RetQE
Upper_Bound

0.637
0.550
0.059
0.633
0.640
0.633
1.0

Method

MAP

Metal
MRR1 MRR3

Rec3

Rec5

Rec10

0.925
0.959
0.906
0.943
0.019
0.041
0.981 0.987
0.943
0.969
0.906
0.953
1.0
1.0
Agriculture
MRR1 MRR3

0.666
0.635
0.019
0.684
0.666
0.653
0.718

0.835
0.812
0.044
0.834
0.820
0.833
0.877

0.978
0.964
0.073
0.982
0.969
0.977
0.994

Rec3

Rec5

Rec10

0.542 0.650
0.402
0.545
0.028
0.056
0.505
0.634
0.514 0.656
0.523
0.623
1.0
1.0
Chemical
MRR1 MRR3

0.630
0.554
0.059
0.640
0.657
0.622
0.944

0.778
0.729
0.075
0.814
0.792
0.767
0.992

0.952
0.878
0.123
0.945
0.952
0.946
1.0

Rec3

Rec5

Rec10

ClaM
0.380 0.216
0.405 0.421 0.529 0.737
0.525 0.486
ClaS
0.563 0.414 0.636 0.814
BM25
0.077
0.0
0.018 0.029 0.089 0.291
0.492 0.351
ColBERT
0.473 0.399 0.609 0.802
0.592 0.514 0.662 0.561 0.611 0.833
Ret
0.542 0.459
RetQE
0.599 0.510 0.625 0.834
Upper_Bound
1.0
1.0
1.0
0.887 0.961 0.997
Table 2: Ranking performance of document classification
and document retrieval models on the three datasets.

Implementation details. In addition to BM25, the compared methods are implemented with Pytorch 1.4.013 based on HuggingFace’s
Transformers[53]. For pre-training, we use the checkpoint of Chinese RoBERTa with Whole Word Masking (named chinese-robertawwm-ext) released by [8]. For training of the influence quantification module and the influence allocation module (i.e., fine-tuning
RoBERTa), we set the maximum input length as 256 and update
model parameters with AdamW [28]. We set the gradient accumulation step as 2, gradient clipping by 2.0, the number of warmup
steps as 100, the total training steps as 5,000, and the weight for
regularization term (i.e., α) as 0. The learning rate and batch size
are selected according to the validation performance w.r.t. Rec10.
As to the influence mixer, we set the coefficient of RUBi (i.e., λ) as
1, and tune the number of filters in CNN.

5.2

Method

effort. The results thus validate the rationality and effectiveness
of learning to rank solutions for financial event ranking.
• The retrieval models achieve performance that is comparable
to classification models. Across the six metrics, both types of
model achieve the best performance in some cases. For instance,
ClaM achieves the best Rec5 on the metal market, while ColBERT
achieves the best Rec5 on the agriculture market. These results
reflect that both types have their pros and cons, i.e., neither
asset perspective nor the event perspective is sufficient to solve
financial event ranking. As such, it is essential to build a hybrid
solution to combine the two perspectives.
• Among the retrieval models, a) BM25 achieves the worst performance because it only considers the occurrence of query terms.
This result highlights the importance of understanding the news
content, which means that keyword-based filtering is not applicable for financial news. b) Ret performs better than RetQE in most
cases, which means that the benefit of query expansion is limited
in the financial event ranking problem. We postulate the reason
to be the temporal fluctuation of the financial events, i.e., positive
events across different time-steps are not closely connected.
• Among the classification models, ClaM performs better on the
metal and agriculture markets, while ClaS achieves better performance on the chemical market. Recall that ClaM has separate
classification parameters for each type of query while ClaS shares
all model parameters across queries. The chemical dataset is a
unbalanced dataset with very few queries of MEG. We suspect

Rationality of Learning to Rank (RQ1)

To validate the rationality of formulating the financial event ranking
as a learning to rank task, we first test the document classification
and retrieval methods. Table 2 summarizes the ranking performance
of the compared methods on the three datasets: metal, agriculture,
and chemical. Note that Upper_Bound represents the performance
of knowing the ground truth of the test queries, which can be seen
as the performance of domain experts. From the table, we have the
following observations:
• The performance of deep Transformer-based methods are surprisingly good on the three datasets. For instance, the performance
of ColBERT on metal w.r.t. Rec10 surpasses 0.982, which is very
close to the upper bound 0.994. The result means that the financial
participants can access more than 98% of the influential events
by only reading 10 top-ranked news from ColBERT, which will
help the participants can to save tremendous amount of time and
13 https://pytorch.org/get-started/previous-versions/#v140.
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Method

MAP

Ret
ClaM
HNB_RUBi
HNB_CNN

0.929
0.924
0.940
0.944

Ret
ClaM
HNB_RUBi
HNB_CNN

0.640
0.637
0.643
0.650

Method

MAP

Metal
MRR1 MRR3
0.943
0.969
0.925
0.959
0.962 0.978
0.962 0.978
Agriculture
0.514
0.656
0.650
0.542
0.523
0.646
0.551 0.673
Chemical
MRR1 MRR3
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Rec3

Rec5

Rec10

0.666
0.666
0.670
0.670

0.820
0.835
0.835
0.837

0.969
0.978
0.982
0.988

0.657
0.630
0.644
0.675

0.792
0.778
0.802
0.806

0.952
0.952
0.960
0.945

Rec3

Rec5

Rec10

performs much worse than the quantification module (i.e., Ret).
That is, the performance gap forces the mixer module to sacrifice
the head part. Recall that the inferior performance of ClaM might
because of the unbalance of the chemical dataset. This result
thus suggests a potential future direction to enhance the HNR
framework by eliminating the impact of data unbalance.

5.4

Ret
0.592 0.514 0.662 0.561 0.611 0.833
ClaM
0.380 0.216
0.405 0.421 0.529 0.737
0.441 0.401 0.566 0.809
HNR_RUBi 0.427 0.270
HNR_CNN 0.512 0.459
0.545 0.400 0.627 0.834
Table 3: Performance of HNR on the three datasets. The best
and worst performances on each dataset w.r.t. each metric
are highlighted with bold font and underline, respectively.

Figure 5: Visualization of the query relations recognized by
the influence allocation module.
Query relations. Recall that the parameters of the classification
layer in the influence allocation module are expected to capture the
query relations, i.e., homogeneous queries obtain close parameters.
As such, we calculate the cosine similarity between each pair of
parameters and depict the similarities in Figure 5. From the figure,
we can see that: 1) in the metal market, base metal and ferrous
have the highest similarity, which are both widely used in industry
applications. Coal and ferrous also exhibit a high similarity since
coal is widely used in steel smelting. On the contrary, the smelting
of base metals relies on electricity, making their similarity with coal
very low. 2) In the agriculture market, soy oil and sugar obtains
high similarity since they are both used in the food industry. They
thus have less similarity to cotton, which is mainly used in the
textile industry. 3) In the chemical industry, MEG and PTA are
closely connected since they are both industry raw materials and
mainly used together to produce polyester. On the contrary, rubber
is another kind of industry materials typically used in different
applications. To summarize, the results justify that the influence
allocation module indeed captures query relations, i.e., commodities
with larger overlap on the uses are closer in the allocation module.

that the inferior performance of ClaM on the chemical market is
caused by the unbalanced dataset and the insufficient training
on the rare class. Note that we need to choose between the two
classification models to build the HNR framework. In this work,
we simply select ClaM.

5.3

In-depth Analysis (RQ3)

Effectiveness of HNR (RQ2)

We then investigate the effectiveness of the proposed HNR framework. In particular, we compare the ranking performance of four
versions of the proposed HNR: 1) HNR_CNN that applies the CNN
mixer (Equation 7); 2) HNR_RUBi that applies the RUBi mixer (Equation 6); 3) HNR without the influence allocation module (i.e., Ret);
and 4) HNR without the influence quantification module (i.e., ClaM).
Table 3 shows the performance of the four HNR versions on the
three datasets. From the table, we have the following observations:
• HNB_CNN performs better than HNB_RUBi in most cases, which
shows the advantages of the CNN mixer module. That is to say,
the query and news perspectives can be more accurately combined by considering the local-region patterns (i.e., the intermodule and inter-query connections).
• In most cases, the hybrid models (i.e., HNB_RUBi and HNB_CNN)
achieve performance gain over the single models (i.e., Ret and
Clam). In particular, across the cases, the hybrid models typically
perform the best and seldom perform the worst among the four
versions, which indicates that the hybrid models successfully
leverage the pros of both the quantification and the allocation
modules. Therefore, these results validate the effectiveness and
the rationality of the hybrid learning-to-rank framework in solving financial event ranking.
• On the chemical dataset, as compared to Ret, HNB_CNN performs slightly better w.r.t. Rec5 and Rec10, while worse w.r.t. the
remaining metrics, especially Rec3. The result means that the
influence mixer has to sacrifice the ranking at the head (e.g., top
three) to recall more positive news on the chemical dataset. We
postulate the reason to be that the allocation module (i.e., ClaM)

Query-specific performance. We further investigate the effectiveness of HNR in a query specific manner by comparing HNR_RUBi
and HNR_CNN with Ret, i.e., the single influence quantification
module, over different queries. In particular, we select a pair of
homogeneous queries: base metal and ferrous, and a pair of heterogeneous queries: soy oil and cotton, according to whether the
commodities have similar uses. Figure 6 shows the performance
of the compared methods w.r.t. MAP. We omit the results w.r.t. the
other metrics for saving space, which show similar trends. From
the figures, we can observe that: 1) On the homogeneous queries,
both HNR_RUBi and HNR_CNN show clear performance gain over
Ret, which is attributed to the ability of HNR to consider query relations. That is, the evaluation of influence to a query might facilitate
the evaluation for a homogeneous query. 2) On the heterogeneous
queries, as compared to Ret, HNR performs better on one query, but
worse on the other query. It means that the benefit of HNR mainly
comes from accounting for the homogeneous query relations.
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(a) Homogeneous Queries

SIGIR ’21, July 11–15, 2021, Virtual Event, Canada

(b) Heterogeneous Queries

Figure 6: Performance of HNR and the quantification module on homogeneous queries and heterogeneous queries.
Combination strategy. We then investigate the combination strategies learned by the CNN mixer by observing the changes from the
ranking of Ret to the ranking of HNB_CNN. In particular, given
a query Q t , we select the top-10 ranked news of Ret, extract the
corresponding ranking from HNB_CNN, and then study the position changes of two types of news: 1) arдmax(ỹti ) = Q t , which
means the allocation module allocates the most influence to the
target query Q t ; and 2) arдmax(ỹti ) , Q t , which means the most
influence is allocated to query other than Q_t. We resort to inversion number [51] to quantitatively analyze the position changes
of a type of news. In particular, for a type of news, we label them
with 1 and the remaining news with 0 in the rankings from Ret
and HNB_CNN, count the inversion number of each ranking, and
calculate the increase rate of the inversion number from Ret to
HNB_CNN. A positive increase rate means that the HNB_CNN
moves the selected type of news to the top positions. Figure 7 illustrate the average increase rate over all testing queries in the
three datasets. From the figure, we can see that the increase rate of
the first type (i.e., arдmax(ỹti ) = Q t ) is positive, while the increase
rate of the second type (i.e., arдmax(ỹti ) , Q t ) is negative. The
result means that the CNN mixer favors news with the maximum
score from the allocation module, which is a reasonable strategy to
combine the two modules.

Figure 7: The increase rate of the inversion number from the
ranking of Ret to the ranking of HNB_CNN, where the news
is assigned a binary flag 1/0 according the classification result from the influence allocation module (i.e., arдmax(ỹti )).
The blue column corresponds to assigning 1 to news satisfying arдmax(ỹti ) = Q t . The yellow corresponds to an opposite
operation that assigns 1 to news with arдmax(ỹti ) , Q t .
Failure case analysis. To further shed light on the capability and
the weakness of the proposed HNR, we dive into the failure cases
of HNR_CNN on the three datasets. We define the failure cases
in a ranking list as the negative news that is ranked before any
positive news of the query. That is to say, the failure cases are news
articles occupy opportunities of the positive news. We summarize
the properties of the failure cases as follow:
• For the metal and chemical datasets, the failure cases are mainly
discussing the agriculture in America or Brazil, such as the production of soybean. We suspect that such failure cases are caused
by the spurious correlations from two perspectives: 1) both America and Brazil are key stackholders in the metal and chemical
markets, which are frequently mentioned by the positive news
of metal and chemical queries; and 2) a large portion of positive
news in the metal and chemical datasets are about the production
or the export/import regulations, which are also the frequently
discussed topics of agriculture commodities with very similar
textual structures.
• As to the agriculture dataset, a large portion of the failure cases
are about the current situation of COVID-19. We postulate the
reason to be that the epidemic is a key influential factor of the
agriculture production and the global export and import. The
term “epidemic” frequently occurs in the positive news of agriculture commodities. Therefore, the model lays strong attention on
this word and wrongly recognizes many epidemic-related news
as influential news.

Case study. We then conduct a qualitative analysis on the ranking
results generated by HNR_CNN. As a reference, we compare the
retrieval results from a widely used financial news search engine14 .
Note that we restrict the search engine to return news from either
Sina or China Finance Online, so that the search engine has the
same candidate set as HNR_CNN for fair comparison. In particular,
we set the query content and query date as “soy oil” and 2019-09-10,
respectively. Figure 8 shows the returned top-5 news of HNR_CNN
and the search engine. Note that the query has two positive events,
which are labeled as T in the figure. From the figure, we can see that
the top two retrieved results of the proposed HNR_RNN are exactly
the ground truth events. On the contrary, the search engine fails
to recall any positive news. Obviously, the search engine focuses
more on exact term matching between the query and the news
contents, overlooking the influential news without explicit mention
of the query terms. To summarize, this result further validates the
effectiveness of solving financial event ranking as a learning to
rank task through the proposed hybrid framework.

Given these failure cases, we believe that it is essential to further
study the spurious correlation in financial event ranking in future.

6

RELATED WORK

Document retrieval. Neural ranking models have become promising solutions for document retrieval tasks with the help of deep neural network and continuous word representations [40, 41]. After the

14 https://news.baidu.com/.
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Figure 8: A case study showing the top-5 news titles returned by HNR_CNN and existing search engine for the query “soy oil”
on 2019-09-10. The label T/F denotes whether the news is labeled as a positive one in the dataset.
emergence of the powerful deep Transformer models, fine-tuning
the pre-trained language models on target datasets achieves stateof-the-art performances on various natural language understanding
tasks. Owing to their extremely competitive performances, many
researchers leverage pre-trained language models, such as BERT
[13], for document retrieval. Nogueira and Cho [33] concatenate
the query sentence with the document as input, and uses BERT as a
binary classifier to calculate the matching score for each candidate
document of the query, reaching state-of-the-art performance. To
achieve a trade-off between the low efficiency and the outstanding
performance of BERT, ColBERT [25] performs a quick “late interaction" over the pre-computed representations of the queries and the
documents produced by BERT, thus accelerating the ranking and
retaining a competitive result. In addition, Zhan et al. [56] use the
inner product of BERT pre-computed contextual embeddings as
initial retrieval score, which is the best first-step retrieval method.
Instead of truncating the whole document, Yilmaz et al. [55] judge
the relevance between the query and each sentence of the document
and aggregates the sentence-level scores, which achieves state-ofthe-art performance on news retrieval test collections. Furthermore,
BERT is combined with useful retrieval techniques to pursue better
performance [34], such as an alternative to query expansion [35].
Despite the success of these Transformer-based models, they are
focused on the query perspective. This paper studies financial news
ranking where it is critical to combine the perspectives of both
query and document.
Financial news analysis. As an importance source of financial
information, financial news analysis has received a surge of attention from the research community, where the focus is to predict
the price movement of assets with consideration of the relevant
financial news [14, 15, 23, 30, 50]. These work mainly explores neural network architectures such as embedding [6, 11, 30], recurrent
neural network [14, 50], and hierarchical attention [23] to facilitate
the asset price prediction. Another line of research focuses on the
sentiment analysis of financial news [12, 29, 49, 52] which mainly
extend the conventional techniques of sentiment analysis to be able
to capture the property of financial news such as number intensive.
In an orthogonal direction, this work studies a new task of financial
news analysis, i.e., financial event ranking, which can augment the

existing tasks by selecting the influential news as their inputs to
eliminate some potential noise. Beyond finance, event ranking has
been studied in medicine [37], however, focuses on the prediction
of future events, rather than retrieving the happened events.
Hybrid learning to rank. A line of research has studied hybrid
models for learning to rank tasks, which is largely focused on
personalized recommendation [22, 36, 57]. The target of recommendation is to predict the user preference over items, which naturally
consists of two perspectives: the user and item perspectives. Therefore, hybrid recommender systems are proposed to jointly consider
the two perspectives, which combines item ranking and user targeting in a single framework. Despite the success of these hybrid
learning to rank in recommendation, these methods are not applicable to the financial event ranking task. This is because the existing
methods can only handle items with interaction records, whereas all
financial news are cold-start for queries. Lastly, research on multimodal retrieval [19–21] can also consider different perspectives,
but is focused on the heterogeneity across different modalities.

7

CONCLUSION

In this work, we highlighted the importance of financial event ranking which is formulated as a learning to rank task. We explored
the central theme of financial event ranking: from the modal perspective by proposing a Hybrid News Ranking framework; and
from the data perspective by building up a labeling system and
constructed three large-scale datasets. We conducted extensive experiments on the constructed datasets. The experimental results
validate the rationality and effectiveness of solving financial event
ranking through learning to rank. Moreover, the results justify that
the capability of the influence allocation module to encode query
relations and the benefit of the hybrid learning to rank framework.
Lastly, the results point out the issue of spurious correlation in
financial document analysis, which is also faced in other domain.
In the future, we will consider to tackle the negative transfer
in HNR. Moreover, we will explore techniques to bridge the performance gap between the quantification and allocation modules.
We will also extend the financial news ranking solutions to serve
more languages. Lastly, we will explore the solution to spurious
correlation in financial document analysis.
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